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Various people have claimed that quantum mechanics undermines (some form of) scientific realism. For example, Bohr writes that “there can be no question of any unambiguous interpretation of the symbols of quantum mechanics other than that embodied in the well-known rules which allow [us] to predict the results to be obtained by a given experimental arrangement” (1935, 701).[footnoteRef:1] If quantum mechanics does show that scientific realism is false, this is highly significant. If a particular set of phenomena undermine realism, this provides an argument against realism even Carnap could respect. It turns the realism/anti-realism issue from a metaphysical scheinproblem to a real empirical question—an internal question, in Carnap’s idiom. [1:  Bohr’s position is subtle, and he wouldn’t qualify as anti-realist on every construal, but I think he would deny that quantum phenomena are explained via a description of the micro-world.] 

There are of course several other kinds of arguments against realism, most prominently those appealing to underdetermination (van Fraassen 1980) and to the pessimistic induction (Laudan 1981). The latter is even an empirical argument: experience shows that once-successful theories are eventually overturned.[footnoteRef:2] But even so, the empirical argument is at the meta-level—it involves data about theories, not data about the world. It would be quite a different thing if studying certain phenomena in the world could provide a direct argument against realism. The goal of this paper is to evaluate the claim that quantum phenomena undermine realism, and in particular, the role of Bell’s theorem in any such empirical argument. [2:  Some versions of the underdetermination argument are also empirical, insofar as they appeal to actual underdetermination in the history of science rather than hypothetical underdetermination; indeed, quantum mechanics is arguably an excellent candidate for actual underdetermination (Barrett 2003, 1211). But again, this argument involves data about theories, not data about the world.] 

It is often unclear what is meant by “realism” in these debates.  So let’s start with a statement of scientific realism: scientific theories aim to describe the world, where those descriptions aim to explain the phenomena covered by the theory.[footnoteRef:3] The description here, of course, is just of a particular aspect of the world at a particular level of description; no theory is a theory of everything. This definition is deliberately broad, but it rules out e.g. constructive empiricist views, according to which scientific theories aim merely to predict the phenomena. Constructive empiricist accounts of science deny the descriptive role of theories of the micro-world, and curtail their explanatory role insofar as the explanations invoke the descriptions.[footnoteRef:4] [3:  This is a slight reworking of van Fraassen’s minimal formulation of scientific realism (1980, 8), designed to highlight the roles of description and explanation.]  [4:  Van Fraassen (1980, 23). Note that van Fraassen alludes to quantum mechanics here in his plea for limits on explanation.] 

So, for example, on a realist construal, evolutionary biology aims to describe real processes in the world that explain the variety of living things we observe. Chemistry aims to describe the elements in the world and their forms of interaction to explain, for example, why iron rusts. And quantum mechanics aims to describe physical entities at the atomic scale and the laws governing them, to explain, for example, how a laser works.
At least, that’s what quantum mechanics looks like from a realist perspective. But the claim to be considered here is that quantum mechanics reveals the limits of the realist project: one cannot look to quantum mechanics for a description of the micro-world, or hope to explain quantum phenomena in terms of such descriptions.
In outline, the narrative goes something like this. Einstein notes that sometimes the outcome of a quantum measurement on a particle is not represented in the theory, even when that outcome can be predicted with certainty (Einstein, Podolsky and Rosen 1935). He concludes that quantum mechanics is incomplete as a description of the world. In response, Bohr (1935) argues that quantum mechanics is in fact a complete description, in the sense that no further ascription of properties to particles is possible. Bohr’s argument for this conclusion may not be particularly compelling,[footnoteRef:5] but the conclusion itself is vindicated by Bell’s theorem (Bell 1964). So Einstein is proved wrong, in the sense that our expectations of descriptive completeness in a theory cannot be met at the micro-level. [5:  What he says is that an assignment of properties to a quantum mechanical system can only be made relative to a particular choice of measurements on the system, and hence no unique property ascription is possible (1935, 700). But it is hard to motivate this claim absent a proof like Bell’s. ] 

This is, I think, a fair (if brief) summary of something like the received view among physicists.[footnoteRef:6] But in a recent paper, Tim Maudlin has argued forcefully that the received view is wrong: in particular, it misrepresents what Bell did: [6:  Maudlin (2014a) laments this, but both he and Werner (2014) suggest that some view like this is common. ] 

“Early on, Bell’s result was often reported as ruling out determinism, or hidden variables. Nowadays, it is sometimes reported as ruling out, or at least calling in question, realism. But these are all mistakes. What Bell’s theorem, together with the experimental results, proves to be impossible (subject to a few caveats we will attend to) is not determinism or hidden variables or realism but locality, in a perfectly clear sense.” (Maudlin 2014a, 1)
In other words, Bell’s theorem has nothing to tell us about realism or the descriptive completeness of quantum mechanics; it does not shows that Bohr was right and Einstein was wrong. What it shows is that quantum mechanics is non-local, no more and no less.
What I intend to do in this paper is to challenge Maudlin’s assertion about the import of Bell’s proof. There is much that I agree with in the paper; in particular, it does us the valuable service of demonstrating (hopefully once and for all) that Einstein’s objections to quantum mechanics have nothing to do with its (supposed) indeterminism. But I do think that Maudlin’s conclusion is overly cut-and-dried. Quantum mechanics (as Maudlin would be the first to admit) is far from a unified edifice, and what Bell’s theorem shows depends on what version of quantum mechanics you look at. In particular, I’ll try to make the case that there’s an interesting, if ultimately uncompelling anti-realist construal of the import of Bell’s theorem. And I also want to suggest that locality isn’t quite as decisively defeated as Maudlin claims.
Bell’s theorem is easy to set up; here I follow Mermin (1981). Consider a pair of particles produced in the entangled spin state
where the spins are relative to the z-axis.[footnoteRef:7] And consider two axes v and w that make an angle of 120° with the z axis (and with each other). Then if the spins of the two particles are measured relative to the same axis (both v, or both w, or both z), quantum mechanics predicts that the results will always disagree: one is spin-up and the other is spin-down. And if the spins are measured relative to two different axes, then quantum mechanics predicts that the results will disagree 1/4 of the time and agree 3/4 of the time. [7:  In fact, this state takes the same form when the spins are expressed relative to any other choice of axis too.] 

Einstein’s complaint about these predictions is that if the spins of the two particles are measured sequentially, relative to the same axis, then the result of the first measurement allows you to predict with certainty the outcome of the second, even though nothing in state  tells you the spin of either particle. Einstein concludes that quantum mechanics is incomplete as it stands, insofar as there are physical states of affairs, such as the one that produces the spin result for the second measurement, that are not represented in the theory (1935, 780).
Put this way, it doesn’t seem too tall an order to complete quantum mechanics: one simply needs to add some kind of representation of the missing states of affairs. These states of affairs (for the set-up considered here) are the spins of the two particles along each of the three possible measurement directions. So, for example, we could represent the spins of particle 1 along the v-, w- and z-axes using the triple (up, down, down), and the spins of particle 2 along these axes using the triple (down, up, up).
Note that in this example the spins of particle 2 are the opposite of the spins of particle 1. This ensures that when the spins of the two particles are measured along the same axis, the results always disagree, as quantum mechanics predicts. But what if the spins are measured along different axes? How can we ascribe spin values to the two particles to ensure that if the spins are measured along different axes, the results agree 3/4 of the time? What Bell’s theorem shows is that this task is impossible: the best you can do is agreement 2/3 of the time.[footnoteRef:8] [8:  Note that if particle 1 has the spin properties (up, down, down) and particle 2 has the properties (down, up, up), then for measurements along different axes, the results agree 2/3 of the time. The same goes for all the other possible spin property assignments, except for the pair (up, up, up) and (down, down, down) for which the results never agree. So no assignment of spin properties to particles can produce agreement more than 2/3 of the time.] 

Taken at face value, Bell’s theorem seems to show that quantum mechanics is impossible—that no physical model could in principle produce the distribution of measurement outcomes predicted by the mathematical algorithm at the heart of quantum mechanics. But quantum mechanics is well confirmed; this distribution of measurement outcomes is actually observed, and what is actual cannot be impossible! So the way to read Bell’s theorem is as a reductio: since Bell’s proof leads to an absurd conclusion, one of its assumptions must be false.
The question, of course, is which assumption is false. It isn’t obvious what physical assumptions are required to derive Bell’s conclusion, and different authors divide up the premises in different ways. Perhaps the most straightforward way to proceed is to explicitly construct a theory that generates the predictions of quantum mechanics, and then see how it evades Bell’s theorem.
Maudlin, as noted above, thinks that the lesson of Bell’s theorem is that the world is non-local in a precise sense. That is, he thinks that the premise of Bell’s theorem we should deny is the following locality assumption: “procedures carried out in one region do not immediately disturb the physical state of systems in sufficiently distant regions in any significant way” (2014a, 8). And indeed, there are versions of quantum mechanics that violate this assumption—most notably Bohm’s theory, which has been actively championed by both Maudlin (1995) and Bell (1982).
The way that Bohm’s theory evades the conclusion of Bell’s theorem is that it adds a non-local dynamical law via which a measurement performed on one of an entangled pair has an instantaneous effect of the state of the other. More precisely, Bohm’s theory “completes” the quantum mechanical description provided by state  by ascribing a position to each particle, and postulating a new dynamical law via which those positions change over time. Notably, the law is such that the motion of one particle depends on the positions of all the particles in the system. When the spin of particle 1 is measured, it moves along the axis in which it is measured—up if the result is spin-up, and down if the result is spin-down.[footnoteRef:9] Then when the spin of particle 2 is measured, its motion depends on the current position of particle 1, and hence on the outcome of the measurement on particle 1. This provides us with a physical state of affairs explaining the outcome of the second spin measurement, as Einstein demanded. And it provides us with a way of explaining the correlated spin results that are seemingly ruled out by Bell’s theorem. But it does so at the cost of introducing instantaneous action at a distance into fundamental physical law. [9:  I assume that the spin is measured by passing the particle through a Stern-Gerlach device.] 

Locality is an explicit assumption in the proof of Bell’s theorem, and it is uncontroversial that one can evade Bell’s conclusion by postulating non-locality in the world. Bohm’s theory takes this route, as do spontaneous collapse theories like GRW, which also postulate a non-local dynamical law. What is controversial is Maudlin’s claim that the only way to evade Bell’s theorem is via non-locality: this is the content of his claim that Bell’s theorem rules out locality. To establish this, we need to convince ourselves that there are no other ways around Bell’s theorem.
In particular, Maudlin claims that denying realism is not an option here. Against this, Werner argues that one can construct a local quantum mechanical theory if one is willing to violate an assumption he calls ‘classicality’ or ‘realism’, where “‘realism’ is the mathematical assumption ‘The state space is a simplex’” (2014, 7). He argues that operational quantum mechanics violates this assumption, and hence provides a way to construct a local quantum mechanical theory. If Werner is right, then Bell’s theorem has an equal claim to challenging realism as it does to challenging locality.
However, Maudlin rebuts this charge on the grounds that Werner cannot identify anywhere in Bell’s reasoning where realism in this sense is presupposed (2014b, 2). Furthermore, Maudlin argues that operational quantum mechanics is not a counterexample to his thesis: it is not a local, non-realist account of quantum mechanics, because in fact operational quantum mechanics, too, violates locality. In particular, Maudlin focusses on Werner’s claim that the physical state of a system is “the quantity which allows us to determine the probabilities for all subsequent operations and measurements” (2014, 3). Since a measurement on particle 1 instantaneously changes the probabilities for subsequent measurement on particle 2, it must change the physical state of particle 2, and hence operational quantum mechanics is non-local after all.
However, I think Maudlin is being unfair here. Immediately after the passage quoted above, Werner clarifies that he takes the physical state to be “‘epistemic’ rather than ‘ontic’” (2014, 3). That is, what Werner (perhaps misleadingly) calls the “physical state” should be taken as a representation of our knowledge (in some sense), rather than a description of the world. Further, Werner mischaracterizes the assumption being denied here—and Maudlin takes him at his word. It is not just that the state space is a simplex; indeed, denying an assumption about the structure of the state space doesn’t amount to denying realism. What makes operational quantum mechanics operational (as opposed to realist) is that the quantum state is taken as a formalism connecting preparation events with probabilities over measurement outcomes, without any commitment to the state representing or describing the micro-world. Indeed, Werner later notes that the assumption which operational quantum mechanics rejects can also be characterized as “commitment to ontology at the level of quantum particles” (2014, 7).
If the assumption to be challenged is that an adequate quantum mechanical theory should describe the world (as opposed to merely describing our knowledge), then plainly it is an assumption in Bell’s proof. Einstein complains that standard quantum mechanics cannot be taken as a complete description because it does not represent the physical states of affairs underlying certain predictable measurement outcomes. Bell shows that any attempt to represent such states of affairs cannot account for the observed distribution of measurement results. The point of operational quantum mechanics (as I understand it) is to deny the requirement that a prediction must be explained via a physical state of affairs that is described by our theory.
However, if this is the correct way to view operational quantum mechanics, then Maudlin has an argument against it. His argument is based on Einstein’s “criterion of reality” from the EPR paper: “If, without in any way disturbing a system, we can predict with certainty (i.e. with probability equal to unity) the value of a physical quantity, then there exists an element of physical reality corresponding to this physical quantity” (1935, 777). It is this criterion that requires that there be a physical state of affairs explaining the result of the measurement on particle 2 when the two particles have their spins measured in the same direction, since after particle 1’s spin has been measured the spin of particle 2 can be predicted with certainty.
Furthermore, Maudlin claims that Einstein’s criterion of reality is analytic: it is “just not the sort of thing that can coherently be denied” (2014a, 7). The reason is that “the physical behavior of a system depends on its physical state: if a system is certain to do something physical, then something in its physical state entails that it will do it” (2014a, 7). If Maudlin is right, then I cannot construe operational quantum mechanics as denying that the outcome of the measurement on particle 2 has a physical explanation, because such a construal is incoherent.
I doubt that Einstein’s criterion of reality is really analytic, though. It seems perfectly conceivable that an event could be predicted with certainty even when there is nothing physical that brings that event about. That is, it seems perfectly conceivable that an event just happens, without a physical cause, and yet happens with certainty. Indeed, Maudlin is perfectly sanguine about fundamentally probabilistic laws (e.g. in spontaneous collapse theories), according to which there is in general no physical reason why this result is obtained (as opposed to that result) when the probabilities differ from zero and one. Why should things be different when the probabilities are zero and one?
But let’s grant for the sake of argument that Einstein’s criterion can’t be coherently denied. Still, even if we can’t deny that there’s some physical element of reality behind any probability-1 event, it doesn’t follow that it is knowable or describable by us. There is nothing that guarantees that the physical world is epistemically accessible and amenable to capturing in a unified theoretical model. Perhaps every probability-1 event has its own sui generis physical explanation. That would be unfortunate for us as theorists, but it is hard to see how it could be ruled out a priori.
Indeed, the resistance to the demand for explanation is a classic anti-realist move. Why does a measurement on a system yield a particular result with certainty? When the theory of the system in question appeals to microscopic entities, anti-realists of a certain stripe (e.g. van Fraassen) may refuse the demand for an explanation that goes beyond the prediction itself. One may not find this form of anti-realism philosophically attractive, but it surely not analytically false.
This, it seems to me, is precisely the move made by operational quantum mechanics. When particle 1 is measured, then the tools of standard quantum mechanics allow us to predict the spin of particle 2 with certainty. But there is no need to posit a physical state of affairs—a property of a physical particle—to explain this measurement outcome. So Bell’s proof is blocked before it starts: there is no call for a physical explanation of spin results, and so no need to ascribe spin properties to particles. Furthermore, without a physical explanation of measurement results, there is obviously no non-local explanation, so locality (in this sense) is saved.
I think, then, that one can take anti-realism to be a potential lesson of Bell’s theorem in just the same sense that one can take non-locality to be a potential lesson. That is, there are accounts of quantum mechanics that evade Bell’s theorem by appealing to non-local causal mechanisms, and there are accounts that evade Bell’s theorem by denying that our physical theories describe the micro-world.
Of course, this is not to say that either of these ways around Bell’s theorem is attractive; there are reasons to dislike them both. Non-locality, as is well known, stands in conflict with special relativity. Special relativity tells us that simultaneity is frame-dependent—that there is no objective matter of fact about whether two events are simultaneous or not. But instantaneous action at a distance requires such an objective matter of fact, since it requires a fact of the matter about which distant events are simultaneous with this one. One can of course deny that special relativity is an adequate theory, and add a preferred frame to it to define absolute simultaneity, but this is certainly a theoretical cost.
Similarly, anti-realism is not an attractive option. Physics is in the explanation business, and routinely denying the call for explanation seems tantamount to giving up. Furthermore, one might be suspicious of my claim that operational quantum mechanics saves locality. In the absence of a descriptive theory of the micro-world, one cannot identify non-local mechanisms in the world, but neither can one assure oneself that only local mechanisms are involved. Indeed, if we could show that only a non-local mechanism could in principle account for the observed effects, then even if we don’t regard quantum mechanics as descriptive, we might still conclude that the physical world (which fails to be described by the theory) embodies non-local causation.[footnoteRef:10] [10:  I’m not sure whether such an argument would really go through. If it is conceivable that every measurement outcome has its own sui generis physical explanation, then there might be no underlying causation, at least on a regularity view of causation. In which case the question of locality becomes moot.] 

So even if Maudlin’s claim that Bell’s theorem tells us nothing about realism is wide of the mark, he still might be right that Bell’s theorem shows that the world is causally non-local. But are there other alternatives—accounts of quantum mechanics that are neither non-local nor anti-realist? Arguably, there are. Consider first Everettian (many worlds) accounts of quantum mechanics. When particle 1 has its spin measured, this induces a process whereby the particle, the measuring device and everything that becomes correlated with it splits into two branches. In one branch the particle is spin-up, and in the other it is spin-down. Similarly, two branches are formed when particle 2 has its spin measured. So the measurement of particle 1 does not entail that the spin of particle 2 can be predicted with certainty, because there is no unique spin result for particle 2 to be predicted.
This is a little quick, though. Human observers split into branches too. If you find yourself in the spin-up branch for particle 1, you can predict with certainty that particle 2 will be spin-down (in your branch). But arguably, at least, this correlation between the branch-relative spins doesn’t require any non-local mechanism to enforce it. The global quantum state of the system means that if you travel to the location of particle 2, you will find yourself in the spin-down branch for particle 2, but this causal mechanism (your travel) takes place at ordinary sub-luminal speeds. Admittedly, the explanation appeals to the global state of the system, but this arguably requires non-separability (holism) rather than non-locality (Wallace and Timpson 2010).
So the many worlds theory at least looks like a perfectly realist, fully local account of quantum mechanics. If it is tenable, then another potential lesson of Bell’s theorem is that the assumption that each quantum measurement results in a unique outcome is false. But it is perhaps not fully clear that the many-worlds theory is local, since the relationship between non-separability and causal locality is a tricky one.[footnoteRef:11] Furthermore, many worlds theories have notorious difficulties handling probability: how can we say that one outcome is more probable than another if both actually occur? A good deal of progress has been made recently in addressing this problem (e.g. Wallace 2012), but it is still less than clear (to me, at least), that the many worlds theory can really deliver the empirical probabilistic predictions of standard quantum mechanics (Lewis 2010). [11:  Maudlin contends that “a tremendous amount of interpretive work” would be needed to decide whether the many worlds theory is really local (2014a, 23). But Wallace and Timpson (2010) claim to have done the requisite work and shown that many worlds quantum mechanics is causally local.] 

The second alternative worth considering is what Bell calls superdeterminism.[footnoteRef:12] Bell assumed in his proof that the properties of the particles are independent of the measurements that will be performed on them. This seems like a perfectly innocuous assumption: after all, the measurements can be chosen however we like after the particles have been created. But if it could somehow be called into question, then another route to bypassing Bell’s conclusion would be opened up: if the properties the particles have are dependent on the measurements that will be performed on them, it is trivial to arrange the actual possessed spin values of the particles so as to reproduce the observed quantum mechanical predictions. [12:  In Davies and Brown (1986, 47).] 
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Figure 1: Bell experiment with a common cause
How could this independence assumption be violated? Consider the space-time diagram of the Bell experiment in figure 1. Here the particle trajectories are the diagonal lines, and the measuring devices are the vertical bars. The particles are emitted at S, and the measurements to be performed by the measuring devices are chosen at L and R. Note that there is no way that the choices at L and R can directly affect the particle properties at S without some non-local causal influence. So if we want to keep things local, it looks like we have to posit a common cause C that influences both the measurement choices and the particle properties.
But notice how powerful such a cause would have to be. It would have to be capable of correlating anything that could be used to set the measuring devices with the properties of the particles—coin-tosses, human choice, the air temperature in Llandudno, or whatever. As Maudlin notes, “such a purely abstract proposal cannot be refuted, but besides being insane, it … would undercut scientific method” (2014a, 22). Bell concurs: “this way of arranging quantum mechanical correlations would be even more mind-boggling than one in which causal chains go faster than light” (2004, 154). It is hard to take such a theory seriously. [footnoteRef:13] [13:  For a more detailed appraisal of this kind of theory, see Lewis (2006).] 
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Figure 2: Bell experiment with retrocausation

But there is another option here, namely the possibility of a retrocausal mechanism correlating the measuring device settings with the particle properties (Price 1994). For the Bell experiment, the proposal is outlined in figure 2. The basic idea is that the choices of measurement settings at L and R cause the actual measurements at L’ and R’, and these measurements causally influence the earlier particle emission event S. By this means there is no need for the vast conspiracy of the common cause approach: the particles have to interact with the devices that measure them anyway, so there are no new causal links, just an unexpected direction for some of the links. Admittedly, backwards causation is potentially conceptually problematic, and there is no well-developed theory along these lines in existence yet.[footnoteRef:14] But if it can be made to work, the retrocausal model provides a clearly realist and clearly causally local account of quantum phenomena.[footnoteRef:15] If it is tenable, the retrocausal approach raises the possibility that the lesson of Bell’s theorem is that effects can precede their causes. [14:  Some of the potential problems for retrocausal theories are addressed in Price (1996).]  [15:  That is, each causal link is local, although the sum of a forwards-causal and a backwards-causal link can add up to instantaneous action at a distance. It is the former sense of locality that makes the theory compatible with special relativity.] 

So I think it is too soon to say what the lesson of Bell’s theorem is. All the models of quantum phenomena presented here have their attractions, but also their weaknesses, weaknesses that may prove fatal. At the end of the day, it may be that the lesson of Bell’s theorem is that the world is causally non-local. Or it may be that the lesson is that measurements have multiple equally real outcomes. Or it may be that effects can come before their causes. Or it may even be that no description of the quantum world can be given—although this latter conclusion seems to me to be a last resort. In any event, the import of Bell’s theorem is far from a settled matter. What Bell did is to demonstrate what quantum mechanics cannot be: it cannot be a theory that satisfies all the assumptions of his theorem. Something has to give—but what precisely has to be given up will have to await future research.
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