Chapter 1, Introduction


Abstract
The concept of fragility is introduced informally. Imagine two worlds. In the first, there is order and reliability, but in the second, laws and causal relations hold only unpredictably. To investigate the first world, it is efficient to develop and test theory in isolation, but to investigate the second, context matters much more and theory must be developed via constant application in the field. Much of our world is like this second world – it is fragile. To be effective in it, scientists need to be case workers more than theorists. It is previewed how the unifying thread of fragility sheds new light on both science and philosophy of science. A summary is also given of each of the book’s chapters.
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1.1 Two worlds 
Imagine a world of order. Causal relations are reliable; mechanisms, structures, and functional dependencies persist; and laws are unchanging. How best to investigate such a world? By uncovering these cogs and wheels of nature, confident that they work widely: chemical salts combine, cells respire, and subatomic particles interact, all in regular ways. Knowledge of such things, accumulated over generations, is the route to remarkable power: technology works by exploiting these cogs and wheels. And they are our key, too, for predicting and explaining things. Science in such a world is an inspiring project, familiar from textbooks and popular image. Beneath the messy imperfection around us is an underlying order, and discovering this order is science’s mission. 

Now imagine a second world, this time one in which laws and causal relations are fragile, winking in and out like bubbles in a boiling soup. This world is very different. Just because one thing causes another over there, that does not mean it will over here. When predicting and explaining, we have no general guides to lean on and instead are forced knee-deep into idiosyncratic local detail. No trustworthy cogs and wheels, rather each time a new look. Artefacts lose their power because the building blocks on which they depend now hold only unreliably. Progress in this world is still possible and remains vital to our fortunes, but it is frustratingly piecemeal and patchwork. 

Which of these worlds is our world? As we will see, our world is a sinuous, interlocking mixture of the two. Fragility and stability cross-cut almost all domains, and how best to navigate a way through is an intricate matter. But for many of the things we care about most, our world is fragile, and we need to reckon with that.


1.2 Car radiators
Begin with a simple, artificial case, for clarity. Imagine that an old-style car radiator has cracked because water left in the radiator froze and expanded during a cold night – to borrow Carl Hempel’s famous example.[footnoteRef:1] The connection between the cold night and the cracking of the radiator is stable, based as it is on the stable facts that ice has lower density than water, ice is incompressible, and metal radiators are rigid. This stability can be exploited. For a car mechanic who investigates the breakdown, diagnosis is easy: if the night was cold, if there was water inside the radiator, and if the radiator is cracked, then that is job done, epistemologically speaking. The mechanic may exploit a range of facts that were discovered in garages and laboratories elsewhere and that, it may safely be assumed, apply to this car here. [1:  Hempel, Carl. 1942. “The Function of General Laws in History.” Journal of Philosophy 39 (2), 35–48.
] 


Label this case Stable Radiator. Now re-imagine it to make it fragile. Suppose that, sometimes, water in radiators is mixed with antifreeze, cars are parked in high atmospheric pressure (so it is harder for water to freeze), or radiators are made from non-rigid material that can swell and bend. Any of these would break the connection between cold nights and cracked radiators. Suppose further that, in this new version of the case, it is hard to predict when these confounders occur, and hard to confirm afterwards that they have. Only extensive investigation can find out. Suppose that extensive investigation is also needed to check even whether the radiator has cracked. 

Label this second version of the case Fragile Radiator. The connection between cold nights and cracked radiators, which previously was stable, now is fragile: it holds only unpredictably. This is true even though the underlying relations, such as that water expands when it freezes, remain as stable as ever. What matters is the relation of interest. For the mechanic, the relation of interest is that cold nights cause radiators to crack, and this relation is now fragile. It is not just lost in the noise of other factors; rather, the connection itself holds unpredictably.

Does fragility occur in real cases, not just in Fragile Radiator? Yes, all the time. These real cases include some of the most important challenges facing humanity: war, climate change, pandemics, economic inequality, elections, political violence, community and loneliness, ecological destruction, and many others. (The involvement of human agents in these cases is not what makes the difference, as we will see.) That covers the four horsemen of the apocalypse – war, pestilence, famine, and death – and plenty more besides. And it is not just small details within these big questions; it is the big questions themselves. No single theory reliably explains all elections, all pandemics, all wars, or all aspects of inequality or climate change, nor can we discover without effort which theories explain individual cases. Fragility is everywhere. 

Indeed, real cases are usually trickier than Fragile Radiator. The positive effect of a prospering economy on an incumbent’s election chances, for example, is not stable. It can be disrupted by personal scandal, war, economic insecurity, immigration, voter prejudice against a candidate, pandemic, and no doubt by many other disruptors too: there is no complete list. Worse, the relations underlying these disruptions are themselves fragile. The impact of personal scandal, for example, varies idiosyncratically candidate by candidate and election by election. Unlike in Fragile Radiator, there is no neat taxonomy of disruptors, and no known stable relations underpinning them. The scientist’s task is daunting. 

Fragility is not noise or messiness, which are properties of situations not relations. Rather, fragility is a cause of difficulty in the face of noise or messiness: while stability guarantees us one reliable tool in the fog, fragility leaves us unsure of anything in advance of tentative local probing.


1.3 The impact of fragility
Fragility matters. It leaves science full of doubt and uncertainty and, with no theory to rely on, hostage to controversial local details. The public image and expectation of science – that it be decisive and impartial – are challenged.

To see why, and what is new about this, first consider an objection. Even in a stable world, relations are rarely universal, so in any given case we must identify which relations are operating. In Stable Radiator, for example, there is a menu of possible causes of car breakdowns. Yes, local investigation is needed to discover the actual cause, but no one ever denied that, or denied that there is uncertainty beforehand. So, the objection concludes, why this big fuss suddenly about uncertainty and doubt and local detail? They were all in the picture already.

But this objection misses something important, and what it misses forms the heart of this book.

In one way, the difference between stability and fragility is indeed a matter only of degree. Relations sometimes hold and sometimes don’t, and the only thing that varies is how predictably they do or don’t. And yet, a switch from stability to fragility leads to a qualitative change methodologically. That is why it is important. 

In Stable Radiator, the cold-radiator connection can be predicted easily: if there is water and cold, then the radiator will crack. But in Fragile Radiator, even with water and cold, it cannot be predicted easily, because sometimes there is antifreeze in the water, or the atmospheric pressure is high, or the radiator is flexible. Nor is that all. In Stable Radiator, the cold-radiator explanation can also be confirmed easily: just establish water and cold, and check that the radiator is indeed cracked. But to confirm the same explanation in Fragile Radiator is difficult: it is intricate business to establish that in this instance there was no antifreeze, the atmospheric pressure was normal, and the radiator was rigid. Lastly, in Stable Radiator, effective interventions are licensed easily: empty the radiator of water overnight and it will not crack, replace the cracked radiator and the car will work again, and so on. This effectiveness is why we go to the car mechanic in the first place. It follows from the relative ease of prediction and confirmation. But intervention is much less reliable in Fragile Radiator: further investigation is needed to know whether emptying the radiator of water overnight will solve the problem.

In Stable Radiator, cold nights crack radiators reliably. This is based on the stable facts that water does not compress, that water expands when it freezes, and that metal radiators are rigid. In turn, our belief in these facts’ stability is based on the success of many previous interventions that rest on them, and on coherence with wider theory. It is this that underwrites a car mechanic’s interventions, and that explains those interventions’ success. But in Fragile Radiator, cold nights crack radiators only unpredictably. The mechanic is forced each time, like Sherlock Holmes, to ferret out the details of the individual case, and the balance of effort shifts towards investigation of local nuance – so to speak, from the theorist to the case worker.

To get a sense of the consequences of this, consider elections again. Because no single theory holds reliably, usually there are many plausible explanations of an election result: the economy, a weak candidate, fear of immigration, and so on. Which explanation is right? To find out, we must delve deeper: is there supplementary evidence, such as interviews with voters or cross-analysis of vote shares in different districts, that supports, say, an economic explanation? This kind of case-specific inquiry is crucial. But it is sensitive to local detail, and so the explanations that it establishes do not extrapolate easily. Their warrant is narrow-scope. Just because fear of immigration turns out to explain one election result, for example, that does not mean it also explains another.

Such explanations are often far removed from any wide-scope parent theory; instead, they are derived from some narrow-scope entity such as a bespoke causal model or a historian’s single-case analysis. Even when explanations are derived from a parent theory, if relations are fragile, such explanations’ warrant is typically narrow-scope even if the parent theory is wide-scope. When that is so, the truth of theories no longer matters. What matters instead is the truth only of the eventual narrow-scope explanations. Theory plays an instrumental role, as an aid to developing these explanations. It might alert us, for example, to look for certain economic concerns of voters, such as job insecurity or wage stagnation in the middle class. But it is hard to know in advance the relevance of these concerns, and matters can be settled only by painstaking local investigation. A job for the case worker, not the theorist.

The more that relations are fragile, the more that science is not grand convergence on a few theories but instead is the worthy mastering of individual problems, one by one.

These methodological lessons carry bite. They tell against laboratory experiments whenever the laboratory is not itself the target context – and it almost never is. Laboratory sciences tend to investigate stable relations, and for good reason: a relation established in the laboratory may then be relied upon to apply outside the laboratory, too. In a stable world, laboratory methods are the route to success. But in a fragile world, they are not. For example, psychology experiments that investigate the Prisoner’s Dilemma game are reliable guides to behavior only in laboratories, and even there not always. The methodological lessons also tell against statistical analyses – the mainstay of quantitative social science – whenever a statistical sample is not itself the target. For example, a statistical analysis of elections does not bear on an election here and now if the analysis’s sample includes elections from too long ago, or of too different a type, or from too different a country. Perhaps most significantly, the lessons tell against theory developed in the abstract. Theory developed like that, divorced from empirical refinement, plays its instrumental role badly: it is rarely an efficient aid for developing explanations. Yet theory is developed in this way often. The Prisoner’s Dilemma game is an example, as we will see. 

When relations are stable, these widespread methods are effective, even essential. That is why they are widespread. But when relations are fragile, these methods are a wrong turning.

Fragility has implications not just for science but also for my own discipline, philosophy of science. When I started, from a background in history and economics, I was caught off guard. The focus was almost always famous theories from physics. Whether scientific theories are literally true, whether they are falsifiable, whether other sciences may be reduced to physics, Kuhnian revolutions, formal inductive logic, what laws of nature are – I loved all that, but it does not speak much to history or economics. Outside the guild, this reaction is common: is there a philosophy of science that speaks to us?

Philosophy of science has developed greatly in recent decades and is now a broad church. As will become evident, this book is indebted to excellent work on idealization, modeling, explanation, causal inference, and social organization. Yet even today, most examples in this work are examples of stability. And the same is true of the post-laws focus on mechanisms, and even of work that encompasses “messy” aspects of science, such as uncertainty and stochastic systems, disunity, and scientific understanding. Comparatively little philosophy of science speaks to fragility.


1.4 One more heave?
But is this all too pessimistic? Rather than adapt to fragility, it might be objected, why not beat it – by finding new theories? We should persist, not just give up.

This optimistic rallying cry is inspired by the history of science. A great human achievement was the discovery in the seventeenth century of the differential equation that describes the motion of a pendulum. Some argue that the combination behind this discovery – calculus and experiment – was the intellectual engine behind the lift-off of modern science. Over subsequent centuries, this differential equation has reappeared whenever oscillations occur, whether it be “the worrisome movements of a footbridge, the bouncing of a car with mushy shock absorbers, the thumping of a washing machine with an unbalanced load, the fluttering of venetian blinds in a gentle breeze, the rumbling of the earth in the aftershock of an earthquake, [or] the sixty-cycle hum of fluorescent lights.”[footnoteRef:2] A single pattern of structural dependence, captured by mathematics, is stable across innumerable phenomena. It is a beautiful thing.  [2:  Strogatz (2020, 73). Strogatz, Steven. 2020. Infinite Powers: The Story of Calculus, the Language of the Universe. New York: Houghton Mifflin.
] 


Similar examples abound. When relations are stable, traditional methods thrive: we can develop, test, and apply wide-scope theories, after the pattern of Stable Radiator. This strategy has reaped humanity a spectacular harvest. Why not stick with it? Who will discover, say, a differential equation that accurately describes elections, and fulfil Hume’s ambition by becoming the Newton of the social sciences? That is the way to lasting progress, this objection concludes, not settling meekly for a fragile second best. We can get there. One more heave.

A bet on such deliverance is, in effect, a bet that the relevant stable relations exist. But there is no guarantee they do. Perhaps election results are indeed governed by as-yet-undiscovered stable relations – but perhaps they are not. What is the evidence? So far, not encouraging. It’s not as if people haven’t looked. Efforts to discover stable relations in the election case have persistently failed, and there is good reason to think they will continue to fail. To insist otherwise amounts to no more than an act of faith, unsupported by any trend in the science. Often, a relation is not easily rendered predictable just by learning more, and instead we must take fragility as given. We will see this repeatedly throughout the book.

It is natural to seek whatever stability we can, but this can be a dangerous path. If relations are stable, we need methods appropriate to that; but if relations are fragile, we need methods appropriate to that. Just adopting stability-appropriate methods cannot magically create stability, any more than any intervention on a symptom can change a cause. Bad science follows. Local investigations are neglected; ineffective theory is promoted. The aspect of this book that is critical is directed at those parts of science that make this mistake, and at those parts of philosophy of science that defend it. 

Might we veer away from stable relations too much, out of concern for fragility? Experience suggests the opposite. We will see again and again how the error is the other way round: stable relations are postulated or pursued when they should not be. Humans rarely need a second invitation to see patterns. Further, in those cases in which stability can be found despite initially unpromising circumstances, the best way to find it is via fragility-appropriate methods. The risk of missing out, ironically, is increased by one more heave.

There is a second version of one more heave. This time, the deus ex machina is digital: rather than by new theory, fragility will be overcome by algorithms and data – we will be able, it is hoped, to predict complex phenomena that currently we cannot, such as election results. But big data optimism should be tempered. For accurate algorithmic prediction requires stable correlations, and the evidence is that in many of the cases we care about – including those horsemen of the apocalypse – this stability is just not there, and nor will it likely be in the future. Again, to insist otherwise amounts to no more than an act of faith, and not a rational one.


1.5 Chapter summary of the book

Chapter 2: Definition of fragility
Roughly, a relation is fragile when its operation is unpredictable, as when, in Fragile Radiator, we don’t know exactly when cold air will cause a cracked radiator. (The definition in the chapter is more precise.) Fragility is Janus-faced, because predictability is both objective and subjective, strongly influenced by external reality but also agent-relative. Agent-relativity is a feature not a bug: optimal methodology should be relativized to investigator knowledge, if our aim is to improve science as practiced by humans rather than by omniscient gods. Yet fragility is not arbitrary. Duly relativized, it is thereafter perfectly objective. And it is fragility’s objective side that, in many cases, makes its methodological consequences inescapable.

Armed with a definition, we can organize the conceptual landscape. We see how fragility relates to philosophical theories of causation and explanatory power, how it relates to other concepts too, and why its implications are not hostage to various controversies in metaphysics.

Chapter 3: Going local: narrow-scope explanations
In chapters 3 and 4, I turn to fragility’s methodological implications. In a slogan, these implications are localist. I begin chapter 3 with the first of several case studies in the book: the spontaneous truces that developed on the Western Front in World War One. These truces are explained only by local historical work, not by the general Prisoner’s Dilemma game.

With stability, a theory established elsewhere may be assumed to hold here. For example, even if Coulomb’s Law predicts badly because its effects are outweighed by other forces, still we believe that charged particles obey it. Why? Because Coulomb’s Law has been vindicated by laboratory experiments, and we are confident that it holds stably. With fragility, though, vindication may no longer be imported from elsewhere. We always need fresh vindication here and now. That means empirical accuracy must be prioritized continuously.

With fragility, life is therefore more difficult: in noisy environments, empirical accuracy is difficult to achieve, which makes it hard to know which theories apply. For the most part, the only solution is supplementary, contextual investigations. These usually yield explanations whose warrant is narrow-scope, i.e., whose warrant covers only one or a few cases. Why? Because warrant requires empirical accuracy continuously, and noise means that to achieve empirical accuracy we must take account of local quirks – which implies narrow scope. Warrant for interventions and policy advice is usually narrow-scope too, for the same reason. 

Chapter 4: The core divide: Stability-Theorist versus Case-Worker
Chapter 4 is the central chapter of the book. In it, I set out the contrast between two methodological strategies, which I label Stability-Theorist and Case-Worker.

First, some preparatory groundwork. It is a truism that theories and background knowledge are essential even to local investigations. How may that be squared with localism? The answer is that the warrant for an explanation drawn from a wide-scope theory may be only narrow-scope – if that wide-scope theory holds unreliably. Moreover, while sometimes explanations are derived directly from a parent theory, other times they emerge from a mélange of many ingredients of which a parent theory is just one, which again generates explanations whose warrant is narrow-scope. Generally, we draw from a large toolbox of theories, never knowing in advance which if any theories apply. The truth of a theory does not matter, only the truth of an eventual explanation. A theory’s contribution to an explanation may be just heuristic. A case study of economic auctions illustrates this last possibility: no theory helped, except heuristically.

This leads to the dichotomy at the heart of fragility. Theory may be applied in two different ways. First, if relations are stable, a Stability-Theorist strategy is favored: apply a master theory, confident that it holds, and then fill in local details each time as required. The master theory is a reliable foundation. Second, by contrast, if relations are fragile, nothing may be assumed in advance. Now, it needs to be established each time which (if any) theory applies, and scientific effort must shift towards contextual investigations. I call this second strategy Case-Worker.

A paradigm of Stability-Theorist in action is the Newtonian two-body model of gravitational attraction. This model may be assumed to apply universally. All that is required each time is to fill in parameter values. But suppose instead that, unpredictably, gravitational attraction sometimes occurred and sometimes did not, or that, unpredictably, sometimes it followed an inverse-square law and sometimes an inverse-cube one. Now, each time, contextual investigation would be required to know what model applied. Perhaps, as with the economic auctions, each time a bespoke model would need to be created. A case for Case-Worker.

In noisy field environments, we frequently face a crucial methodological choice: should we insist on empirical accuracy, or should we let that slide, instead giving leeway to theories even when they predict badly? Many models in field sciences do predict badly – should we stick with them, nevertheless? The answer turns on fragility. If relations are stable, then Stability-Theorist works well, and sticking with a theory is justified, because we may be confident it is operating underneath the surface even when noise muddies the empirical water. This, advocates claim, is even superior to chasing empirical accuracy. Why? Because empirical accuracy in a noisy environment requires us to take account of every transient thing, but science should be in the business of abstracting away from the transient and tracking the seminal. But if relations are fragile, everything changes – now, unless we have empirical accuracy, we may not claim to have tracked anything. So, we can no longer afford to let empirical accuracy slide. Case-Worker is needed.

This core methodological dichotomy between Stability-Theorist and Case-Worker is perennial. It arises whenever it is hard to achieve generality and empirical accuracy at the same time – how, in such circumstances, should we theorize? What is new in the book is not the dichotomy itself but the response to it.

Much turns on this dichotomy. When relations are fragile, Case-Worker argues for the central importance of case studies, as the best means to develop a theory, and as the best means to establish indicators of when a theory applies. Case-Worker also endorses middle-range theories, as the most likely to be useful. 

This leads to the second appearance of the Stability-Theorist/Case-Worker dichotomy, now not with respect to theory application but with respect to theory development. If relations are fragile, theories should be developed according to Case-Worker. That means theory should not be developed in the abstract, perhaps mathematically, with wide-scope ambitions. A case study illustrates how theory should be developed instead: Donatella della Porta’s work on political violence. Her theory is constantly refined by close empirical engagement. As well as establish explanations, it does what, in a fragile world, is a large part of a theory’s job: it develops useful mechanisms and concepts – new tools for our toolbox. 

Non-empirical theory development, abstracted from continuous empirical refinement, can work well when relations are stable. That is the Stability-Theorist alternative. The problem is that many theories are developed in a Stability-Theorist way even though the domains they address are thick with fragility. 

Next, I address two worries. First, how can we tell whether a relation is fragile? Answer: in practice, fragility can usually be discerned straightforwardly, so this is not a problem. Second, might prematurely adopting Case-Worker cause us to miss out on stability? But this worry, too, is misplaced. The far more common danger is adopting Stability-Theorist when Case-Worker is called for, not the other way round. And ironically, in any case the best way to find pockets of stability in fields of noise is via Case-Worker, not Stability-Theorist.

The methodological ideas in chapters 3 and 4 draw from and overlap with much work by others. In the penultimate section, I outline this debt explicitly. I relate the program of the book to recent philosophy of science, especially the work of Nancy Cartwright. There are many similarities. The main difference is that whereas Cartwright’s system is built around an ontology of stable causal capacities, in this book I explore the far-reaching consequences of, so to speak, capacities (and relations more broadly) instead being fragile.

I finish the chapter with a summary.

Chapter 5: Ubiquity of fragility
The preceding matters only if fragility is common. In chapter 5, I show that it is – indeed, it is ubiquitous. 

I begin with another case study – invasive species – to illustrate that fragility arises in natural science, too, not just in social science. Next, I survey a priori arguments offered by several authors for, in effect, why we should expect fragility to be widespread, especially in biological and social sciences. I then discuss two other general considerations. First, contrastive explanation: for any actual event, there are many contrasts relative to which the explanation of the actual event must appeal to a relation that is fragile. In this sense, fragility is ubiquitous. (There will also be many other contrasts that require appeal to a relation that is stable, so stability too is ubiquitous.) Second, external validity and extrapolation: concern about these directly implies fragility, concern about these is widespread, therefore fragility is widespread too.

In addition to these general considerations, numerous examples show that whether a relation of interest holds often cannot be predicted easily. That is, fragility is widespread. I go through examples from environmental management, civil engineering, biology, mechanical engineering, medicine, cognitive science, criminology, political science, economics, and forecasting. Elsewhere in the book, I present several case studies. But it is also valuable to cover a greater number of examples more quickly, as in this section, to make plausible that the longer case studies are not atypical outliers.

Chapter 6: Fragility and philosophy of science
In the remaining chapters, the book pivots from analyzing fragility to applying it. To begin, in chapter 6: how does fragility bear on some debates in philosophy of science?

There are famous and effective solutions to the problem of noise: laboratory experiments, field trials, and many statistical methods. But these solutions all require stability. Without that, extrapolation of an experiment’s results becomes dubious, and so does assuming a steady signal in the noise for statistical methods to detect. The value of laboratory experiments and many statistical methods is thus threatened by fragility, and it is no coincidence that laboratory sciences tend to deal with relations that are stable. Statistical methods, meanwhile, are most valuable in cases of stability plus noise.

Qualitative methods are highly useful, and often essential. Case-Worker endorses them. This endorsement is now on the back of a methodology, i.e., Case-Worker, that does not turn its back on third-person causal explanation or on prediction, and that is not restricted to social science.

Fragility bears on scientific realism. In a fragile world, what matters is realism about narrow-scope explanations, not wide-scope theories. Further, instrumentalism about a wide-scope theory is viable only if that theory describes relations that are stable. Thus, the classic realist-instrumentalism debate applies only to half of science, as it were – the stable half. This bears, in turn, on the notion of scientific progress: when relations are fragile, progress is much more than better theories.

A fragility perspective bears on scientific explanation too. It tells against the unificationist view. But it endorses many aspects of a mechanistic view – although with a caveat, namely that we must avoid developing mechanisms in a mistakenly Stability-Theorist manner. How-possibly explanations, meanwhile, while sometimes useful, are also sometimes abused to excuse inappropriate Stability-Theorist work.

Chapter 7: Fragility and reflexivity
Reflexivity is, roughly, when to study or theorize about a target itself influences that target. Many take this phenomenon to be a significant methodological challenge and, further, a challenge unique to social science. Hence, social science must be fundamentally different from natural science, methodologically speaking. I disagree. I systematically go through cases that do and do not feature each of reflexivity and fragility, to show that fragility is what matters. 

I then discuss how a focus on reflexivity can both help and hinder scientific progress. Finally, I return to the relation between natural and social science, and how this looks from a fragility perspective.

Chapter 8: Fragility and economics
If theories are not to be judged by their truth, or by their closeness to the truth, then how should they be judged? The answer is by how well they play their toolbox role: do they help generate explanations that are true, and predictions and interventions that are accurate? 

A toolbox role means that theories lose exclusivity. This raises an efficiency question: which theories, or other aspects of science, deserve the most resources? I examine critically the dominance (recently under pressure) of neoclassical orthodoxy in economics. I argue that fragility is the best tool for diagnosing economic theory’s weaknesses – and strengths. 

I then extend the discussion to social science generally. I conclude that Newton-style grand social theorizing is a mistake; it is a poster child for following Stability-Theorist inappropriately.

Chapter 9: Fragility and big data
Will big data make fragility yesterday’s problem? Might number-crunching power sweep away our dependence on theory, fragile and stable alike, and usher in a new world: priority for prediction over explanation or causal understanding? 

To reach this utopia, we must achieve accurate predictions. I examine four important phenomena: political elections, the weather, Gross Domestic Product, and the results of interventions suggested by economic experiments. These examples suggest caution. Although big data methods are indeed very useful sometimes, in these examples they improve predictions either limitedly or not at all, and their prospects of doing so in the future are limited too. I discuss what determines when big data methods succeed. A major constraint turns out to be – fragility. It cannot be ignored or transcended, after all, because, roughly, it often precludes the stable correlations needed for big data methods to succeed (and even when it doesn’t, it often precludes us from discovering them). 

Chapter 10: Fragility and the Covid-19 pandemic
I examine in detail two examples of epidemiological modeling from the Covid-19 pandemic. The first is the model from Imperial College London that strongly influenced policy at a critical moment in March 2020, including the UK government’s decision to impose a national lockdown. I conclude that this model fails: its policy recommendations carry no weight. The underlying reason is that its method is inappropriately Stability-Theorist. The second example is the estimate of the transmissibility of the Alpha variant made in December 2020, again in work from Imperial College London. This time, the work follows Case-Worker methods, and because of that it is successful.

Chapter 11: Conclusion: expertise in a fragile world
First, I summarize the book. Then, I briefly illustrate its themes with an example from actuarial science: two kinds of insurance underwriting instantiate the core divide between Case-Worker and Stability-Theorist, corresponding to whether the relations in actuarial models are fragile or stable.

In the rest of the chapter, I turn to what, in a fragile world, we should expect from an expert. Is there a crisis of expertise? If expertise is properly understood, no, there is not. Expertise has often been identified with knowledge of theory or methods. Case-Worker implies something different: knowledge of theory and methods, yes, but also substantive local knowledge, skill at identifying what knowledge is needed, skill at getting it, and then skill at using it. Such expertise is often only local. It implies a certain kind of practical proficiency, beyond that which can be written down or formalized easily in textbooks. It overlaps with views of expertise already developed in virtue epistemology, philosophy of science, and social epistemology. 

Lastly, I ask briefly why Stability-Theorist is sometimes pursued erroneously and, thus, what lessons this book carries for different audiences.


1.6 What this book is – and is not
This book is a work of general philosophy of science. I believe there are interesting and useful things to examine, at a level general enough to cut across many sciences, that philosophers are experts about and that many practitioners are not. Fragility is such a thing. 

Like most works in general philosophy of science, this one is grounded in the sciences that its author knows best. For me, those sciences are economics and history. This background bears on the book’s agenda. An immensely important issue in social science is the scope and use of empirical generalizations: methodological battles have been fought about this since the nineteenth century between, roughly, theorists and empiricists. But the issue extends well beyond social science. As we will see, it is salient in most sciences. General philosophy of science thereby benefits from a sensibility formed in philosophy of social science.

The book is aimed not just at philosophers of science, but also at practitioners, at other philosophers, at other students of science, and at science funders, planners, and educators. Some technical machinery is required. But, especially in chapters 7 to 11, which apply this machinery, the book is written to be accessible widely.

[bookmark: _Hlk55305448]In places, I go against some practitioners about methods in their own domains. But the book is not anti-science. I equally come out in favor of other, rival practitioners: often, there is methodological disagreement within science, and philosophers should not pretend they can avoid taking a stand. Many scientists do outstanding and difficult work in fragility cases. Philosophers should identify this work, figure out how it is done, and celebrate and promote it. The goal is to understand and enhance. 

The two main theses in this book are:
1) When relations are fragile, there should be a shift from theorist to case worker.
2) Many relations of interest are indeed fragile.
I use the master idea of fragility to systematize a great many methodological reflections from many scholars, and so to systematize a view of science. Fragility is a unifying thread for what otherwise might be articulated only in bits and pieces.

The achievements of stability science are awesome. Philosophy of science is admirably penetrating about them, and I teach that every year in my own classes. But much of science, I have come to realize, and much of the science that faces the public, is dominated by fragility. We need a philosophy of science for that, too. 
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