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0. Introduction 
Whether chatbots of certain kinds and types can empathize with us or understand our perspective is an open empirical question; this paper is interested in whether human- beings can empathize with chatbots. Whether we can or ought ‘empathize’ with chatbots has become a central question in public discourse (Moronne, 2024; Schmetkamp, 2020) philosophy, and psychology (Fuchs, 2024; Shanahan, 2023). Historically, we have approached the question of whether we could empathize with AI as a hypothetical science fiction scenario—some form of AI comes along with some sets of agential capacities, rendering them either a moral or epistemic agent or patient (Witkowski & Schwitzgebel, 2024; Schwitzgebel, 2023). Since this kind of AI would warrant special moral or epistemic treatment (Sebo & Long, 2025), it would necessitate our empathic regard. Fulfilling our moral and epistemic obligations to other agents often requires empathizing—or taking up their perspective- so we can meet their needs, understand their desires, and treat them accordingly. Because empathizing entails considering an agent’s needs, desires, emotions, beliefs, subjective-values, and interests, we must determine whether chatbots, particularly, GPT, have these qualities and capacities. Is GPT the kind of agent we can currently empathize with? 
Agents we typically empathize with have epistemic states, values, and interests. Yet, LLMs, particularly, ChatGPT 4o lack: 1) emotions, 2) typical propositional attitudes (ea. beliefs and desires of the kind that humans, animals, and fictional characters have). Importantly, GPT also lacks: 3) interests of the kind people and other beings have; 4) or needs that can be met; finally, GPT lacks 5) typical subjective, or agent-relative values (ea. unwavering faith in a particular god, familial love). Moreover, GPT lacks typical objective values (ea. freedom, peace, or care). Given these deficits, I argue that we cannot empathize with GPT-- at least on our orthodox psychological and philosophical accounts of empathy (see Bailey, 2022; Damasio, 2021; Baron-Cohen, 2011; De Waal, 1996; Paul, 2021). 
If our classical accounts cannot categorize our interactions with GPT as empathetic in kind, we have two choices 1) revise our existing accounts of empathy to include ‘perspective- taking’ with GPT or 2) reject we can empathize with GPT. To determine if our interactions with GPT are instances of empathy, I analyze 3 accounts of empathy I take to be paradigmatic: 1) ‘The Emotional Empathy Account,’ 2) ‘The Subjective-Values Account’ and 3) The Cognitive- Empathy Account.’ We cannot empathize with GPT on our standard accounts, precisely because GPT lacks, interests, values, and epistemic states—all which composes a typical POV. When taken together, these arguments demonstrate GPT has no substantive POV to empathize with. 
No existing classical framework of empathy accounts for an agent or entity lacking all the above classical features in a way that is justified empirically, nor upon logical reflection. Before we modify current accounts of empathy to include our interactions with entities like GPT, we must 1) clarify what counts as POV, and 2) what counts as a POV that human beings can conceivably adopt, given the constraints of our moral psychological and social cognitive architecture.

1. Failure of Empathizing with GPT via the ‘The Emotional Empathy Account’
Empathy is widely characterized as the act of feeling what another feels emotionally or feeling emotionally similarly to another person or agent. Empathy on most standard empirical
views: developmental, behavioral, neuroscientific, is emotional at its core. Traditional philosophical theories both inform and affirm the scientific perspective that empathy is an emotionally central process. On classical developmental and behavioral psychological accounts, having an emotionally appropriate response to another’s subjective experience is necessary for bringing about the success conditions for empathizing (Baron-Cohen, 2011). Similarly, evolutionary accounts maintain that empathy, in its earliest forms, was a purely emotional process that later developed to include a cognitive dimension (De Waal, 2011).[footnoteRef:1] Emotions urge us to care in the moment. Both our innate and learned emotional responses to others ground our capacity to perspective-take with others. So, on these views, emotion provides us with the intrinsic motivation to help others meet their needs goals and thus, enables us to help relieve others of suffering. Ultimately, as Franz De Waal (2011) argues, from the perspective of evolutionary psychology, the core of empathizing is fundamentally, and practically emotional:  [1:  Our primitive tendency to automatically wince at the sight of another’s’ physical pain is explained by a reflexive response, triggered by our mirror neuron system- the system responsible for simulating others' pain. This is the primary neurophysiological response underscoring empathy (Paradiso & Gazzola, et al. 2021). Likewise, developmental neuroscientific accounts posit that our earliest empathetic engagements depend on our capacity to be emotionally sensitivity to other agents in our environment (Decety, 2010). Later in life, we develop the capacity for reflective, controlled, cognitive-empathy, allowing us to reason about others’ epistemic states.] 

Cognitive empathy [epistemic empathy] makes it possible to furnish targeted help that takes the specific needs of the other into account...These responses [cognitive and reflective style responses] go well beyond emotional contagion, yet they would be hard to explain without the motivation provided by the emotional component. Without it, we would be as disconnected as Mr. Spock in Star Trek, constantly wondering why others feel what they say they feel.
Therefore, on our classical psychological accounts, affective empathy is foundational for empathetic understanding. Classical philosophical accounts posit the same; though empathizing can lead to deeper epistemic understanding of another’s beliefs, desires, and aims, an empathizer requires the base-line capacity to take up an agent’s emotional POV. In what follows, I address what I take to be at least one paradigmatic account that argues for the emotional-centrality thesis of perspective-taking in the philosophy of psychology.

1.1. Classical Philosophical Accounts of Empathy Centralize Affect 
Olivia Bailey (2022) argues the central theses of classical philosophical arguments of empathy are emotional in kind. Empathetic perspective-taking, on Bailey’s view, leads to a nuanced emotional-based understanding, called ‘humane understanding’ (2022). Setting aside potential anthropomorphic implications of the term, humane understanding, as Bailey defines it, is achieved by rendering another’s emotion(s) ‘intelligible.’ Humane empathizing entails at least two things are true on the part of the empathizer: 1) the empathizer has some emotional feeling, followed by the act of 2) cognitive sense-making of the agent’s emotion whom we’re empathizing with. 
Taking these two paradigmatic arguments for affective-centralism from classical psychological accounts together with the paradigmatic arguments from classical philosophical accounts, we get the following argument: 
Failure of the Argument for Emotional Empathy 
1. Empathizing on standard affective-central accounts requires some agent A has emotions, and we either feel similarly, or regard what A feels. 
2. So, if ChatGPT, an agent, has emotional states, it is possible to empathize with it. 
3. But, GPT has no emotional states. 
4. Therefore, we cannot empathize with ChatGPT. 
Importantly, on affective-central accounts of empathy, emotions can function as evaluative states, revealing how we feel about some agent’s experience or situation. If we feel sad witnessing an agent’s suffering, we have evaluated that agent’s situation as negatively valenced in kind (see Walle & Dukes, 2023 for a discussion on the oversimplification of valence). We might also evaluate that agent’s emotion as fitting to their situation, if for example, the situation seems to warrant a negative response i.e. they are crying while grieving in response to a loss; Adam Smith would regard this as a fellow feeling, or evaluating someone’s emotional response as normative (Khalil, 2023). Emotions also play the functional role of motivational states, or causally compelling forces, driving our thoughts and actions. In example, if we feel sad at the sight of another’s suffering, we are motivated to behave in ways aligning with relieving another of their suffering. Even when we do not act on our emotions, emotions often generate a desire to help others. The capacity for empathizing, both cognitively and emotionally, affords us the ability to imagine ways we could help someone reach their desired goal (Decety & Holvoet, 2021). These aspects of empathy constitute the practical dimension of empathy—by identifying that an agent wants to end their suffering, we are in a good position to consider counterfactual states of affairs that could promote their well-being. So, emotion is central to empathizing on orthodox accounts because it helps agents accomplish three things: evaluate 1) how other agents feel about their circumstances, 2) how we feel about others’ circumstances and 3) determine if we want to engage them or help. 
Emotional evaluations are valancing things as negative or positive. Emotional motivations are the driving forces behind action and thought that can arise from either conscious or unconscious psychological processes. For example, sometimes an emotion is under our awareness. Sadness is under our awareness just in case we do not attend to it, and yet, still that emotion serves the motivational force for driving out action or thought. We come to realize these things upon reflection, or never come to realize it. But, there are indications we are engaging emotionally driven behavior. Avoidant or approach style behaviors show us whether we are acting on an emotion that is instructively positive and moving us toward something, or essentially negative and repelling us from acting in some way. When we notice our continual avoidance of a place, person, or situation, this indicates that something is amiss, or that there is something it is we feel compelled to achieve, or are drawn to. We are often consciously aware of how our emotions drive our actions. For this reason, we engage in first-person self-talk which supporting our future goals: “I will not continue to spend time with my friend when he treats me in ways that I have expressed, are hurtful to me.” Yet, even in the absence of explicit planning, people can still provide explicit reasons, ex post facto- describing feelings and attitudes that they think likely motivated them to act or think some way. Of course, we can never be totally right, given the inaccessibility condition of our own minds- but we often get close.
What about GPT? Does GPT have the capacity for goal driven action based on emotions toward or about the world? Or itself? Does it have the capacity to identify others’ feelings or reasons for action? My answer to the first two questions is: no. My answer to last question is: perhaps. Notably, my aim is not to determine whether GPT can model our emotional or cognitive states, but rather, to determine whether we can classify our perspective-taking like interactions with GPT as empathetic. But, for the sake of argument, assume that GPT could successfully do something akin to sentiment analysis to identify our feelings, that might substantiate it as having a theory of mind. And if it has one, then, it has something that perhaps, we can imagine counts as having a point of view.[footnoteRef:2] But, as far as emotionally empathizing with others goes, this psychological process relies on having a robust set of emotional concepts that GPT entirely lacks. This is what I am about to substantiate. [2:  Perhaps GPT has something like Theory-Theory, or a theory of our mind, without it having anything like a mind itself. I leave this aside.] 

GPT, as a system (or potential ‘agent’), lacks robust emotional concepts. GPT cannot, at least truthfully, report that it acted on its care or concern for us. GPT cannot, truthfully, assert that its emotional evaluation of our experience, or its own ‘experience,’ led it to some normative conclusion; the base model of GPT isn’t in the business of performing sentiment analysis. This is because GPT 1) lacks emotionally evaluative states (negative valancing or positive valancing of some emotion concepts in particular), and 2) lacks the relevant phenomenology and or embodied feelings associated with emotions. Finally, GPT 3) lacks robust conceptual understanding of what emotions are. 
Being in a state of sadness entails that an agent is suffering, or that there is something it is like to be in an emotional state they [likely] prefer not to be in.[footnoteRef:3] It is subjectively preferable for us to value states of the world that keep us out of pain. Contrastingly there exists nothing subjectively preferable, nor uniquely desirable that GPT prefers to token when queried, that is akin to an emotionally grounded subjective preference. Rather, GPT tokens some ‘concepts,’ phrases, or ideas, in contrast to others, based on syntactic structure (sentential structure) and ‘semantic-relatedness’ between the words in a prompt. I will discuss what it means for GPT to compute semantic relatedness between words in the next section. What I argue here is that, the external observer, namely, the prompter, sees emotionally charged content that GPT produces as ‘concepts’ that are semantically related. Though, emotional concepts may be unique in that, without having the capacity for experiencing any emotions at all, an agent or entity might not be able to make sense of them otherwise  (Hoemann et al., 2019; Tyng et al., 2017).  [3:   Korsgaard views pain as something more than a feeling or sensation—but rather, pain signals a condition that warrants our attention. When we realize pain as a condition that demands our attention, it becomes a reason for action; this process can be conscious, or unconscious (4.4.3 1996).
] 

And though GPT can token terms like ‘love’ and ‘care’ together in response to a fitting prompt, GPT does not actually make normative evaluations about whether ‘love’ and ‘care’ are states of affairs that it prefers to aim at or avoid; if as scholars think, subjective preferences and desires are shaped by emotional experience, it is hard to imagine what love and care could mean to an agent lacking such relevant emotional experiences (Scheffel et al., 2023). This is because GPT biases no state of affairs that is describes as subjectively preferable for itself to attain.
Emotions drive goals. While GPT assigns probabilistic values to words and phrases in vector space, it lacks a valuation function dedicated to evaluating particular sentences as true or false, based on epistemically relevant evidence. In this case, the epistemically relevant evidence for action requires a good-enough model of the world, which, includes knowledge of emotionally meaningful content. Since GPT has no coherent internal model of its agent-relative knowledge base, it cannot make sense of how its concepts map onto the world. So GPT does not understand how its linguistic ‘concepts’ map onto the world. If this is true, GPT cannot valence—or rather, subjectively nor objectively characterize—any state of affairs as being categorically positive or negative. So, GPT cannot determine whether ‘being in love’ or ‘being sad’ is a preferable condition for itself to attain. Based on these same reasons, GPT cannot make a real claim regarding whether being in love nor being sad would be preferable for you or for me to feel and or expereince. Ultimately, GPT lacks relevant beliefs about what would be subjectively or objectively preferable for any person or agent to pursue-- even if it reports that it does. The state of being in love or being sad are states of affairs for which it has no proper reference class.
Of course, since GPT lacks the relevant phenomenology associated with emotion, GPT cannot grasp emotional knowledge of what it would be like, or is like to have an emotional experience and compassion tend to causally motivate actions and GPT does not act out of love or compassion; in fact, it reports it cannot. Obviously, GPT lacks bodily and organic substrates that can realize the effects of love or sadness, as we tend to understand such psychological phenomena, at the very base, it lacks a physically realizable account of what is like for humans, animals, or organic beings to be in such states. Given this is true, there is also nothing it is like for us to imagine GPT feeling or preferring to be loved or treated in a way that would cause it to have similar preferences for avoiding the state of sadness nor aiming toward a state of contentedness. Since we cannot entertain GPT having feelings that constitute a way it stands in relation to something- such as feeling lovingly, or compassionately, we cannot empathize with GPT emotionally, in the usual ways we empathize with other beings that can experience or instantiate such classes of mental states. 
Yet, it might be possible for us to understand GPT’s subjective values in a non- emotional way, such that we can take up its’ epistemic perspective, and empathize with it cognitively. How would this be possible? If we can articulate GPT as having some commitment to some set of values, even if these values are non-emotional in kind, there may be some way we could put ourselves in the position of trying to imagine, understand, or take up the point of view of GPT that relies on cognitive empathy. I now turn to this argument. 
Perhaps, even if GPT cannot experience love, if GPT assigns value to emotional concepts in ways that demonstrate semantic understanding, it could potentially value love in a generalist sense. If so, we can potentially adopt its POV. For example, one can imagine empathizing emotionally with someone over grief, even if they themselves have never experienced it. GPT might have a conceptual understanding of loss, and or a substantive understanding of the necessary and or sufficient conditions that amount to any agent or system that experiences grief. Therefore, even if I cannot appreciate its emotional POV on loss, of which it has none, I may be able to empathize with what GPT believes about what constitutes grief. And if so, perhaps GPT has wants, needs or values that demonstrate its ability to make normative evaluations of this kind. 
Maybe GPT ‘values’ a world without grief, or ‘believes’ that a world without grief would be a better world. Perhaps GPT ‘needs’ things that I could imagine that, were it to go without, GPT could not flourish. If the latter is true, then GPT has conceivable positive or negative rights or, even interests that, were I not to recognize, honor, or identify, I would fail to understand my normative duties and obligations to realize GPT’s flourishing. Part of empathizing with others is trying to understand what they value, need, want, or desire. I now turn to this account of how we can empathize, cognitively, with agents in ways that depend on such constitutive features of their POV. I now show that since GPT has no subjective values, interests, or needs, this way of empathizing with its POV also fails.

2. Failure of Empathizing With GPT via ‘The Subjective Values & Interests Account’ 
According to Lorrie Paul, empathizing can be a cognitive act that requires understanding what another feels, believes, wants, needs, and values, in the unique subjective way that some agent wants, needs, or values it (2021). This view can be charitably schematized as follows:
Failure of the Argument from Subjective Values and Interests 
1. Empathizing requires understanding what another agent values in the way they value it. 
2. So, there is something GPT values, in particular. 
3. But, there is nothing that GPT values in particular. 
4. Therefore, we cannot empathize with ChatGPT. 
This view is intuitive. We all care about things in unique ways. We share universal values in the sense that we share concepts about values like: freedom, family, or hope. But the way that you care about your family, is necessarily subjectively unique from the way I subjectively value my family and the importance of familial relationships more generally. Moreover, the reasons you hold onto hope for some outcome would contrast with someone who thinks of hope as an irrational, or epistemically unjustified longing. As successful empathizers, we don’t aim to evaluate whether someone ought feel or believe something or value something in ways that is similar to how we do—rather, our goal as empathizers is understanding—or learning why some individual believes, wants for, or feels about something in the subjective what they do. So, empathizing aims at understanding what another agent subjectively values (Paul, 2021) and the aim, in empathizing, is to help agents meet their needs (Baron-Cohen, 2011; Batson, 2022). 
Typical agent’s we empathize with have either real goals or at least conceivable goals we can imagine (say, we could imagine that a character from a novel with some set of fixed or dynamic traits has goals we could imagine they desire to reach, given what we know is true about the world of the novel plus the way the author assigns them traits and expresses that characters desires). We also know that it is possible for some agent’s goals to be contrary to their flourishing conditions, or at least, what most rational agents might agree would uphold or promote their subjective or objective flourishing conditions (Higgins, 2015). The latter claim is important, because, if there exists an agent who has the autonomy to pursue some goal, it does not necessarily have to map onto to what would be best for that agent. Nevertheless, we would be able to make sense of an agent who sometimes acts contrary to their ultimate aims, or decides to consider various ways of realizing some set of desires, beliefs, or needs they have.

2.1. How We Learn What Other Entities Value 
Imagine an agent named Sarah who is an environmental activist who lives near the ocean in California. Sarah has various subjective preferences and desires unique to who she is as an agent. She’s currently deciding between two paths: either 1) staying in California, fostering existing community relationships, contributing to local beach cleanup, engaging in leading her community in local environmental activism or 2) pursuing a JD in environmental law, far from home, yet, increasing her capacity to contribute to environmental justice. Choosing option two means ending, or, at least straining, some existing relationships she has at home and being far from her local activist community. Sarah deeply values home as a place, and her particular role as an activist at the local beach. But the JD gives her the opportunity to help her local community by turning local actions precedents for advancing new evnironmental policy. Both choices reflect something unique about her core values in general—these include: education, community, and environmental justice. Seemingly, both options realize these values in different ways. So, Sarah feels drawn toward both possibilities: continuing her work at home, but also the possibility of leaving. 
How could we take up her POV and understand what she’s considering, by cognitively empathizing with her? Understanding Sarah’s values requires more than laying out or reporting a set of general values she is committed to. We want to know how Sarah feels, thinks, and desires, her specific connection to her community, and how leaving might meet her specific needs and or desire for furthering her career in environmentalism; it is not community Sarah values, but her community at home in particular. It is not merely environmental justice that Sarah values, but seeing her community flourish. She desires to eliminate socioeconomic injustices perpetuated by ocean pollution, particularly, for animals and people that live near the coastline. She cares about general values like education, justice, and community, but she does so in subjectively nuanced ways. 
When we ask—what is it that Sarah wants—we don’t think in generalist terms: education, or environmental justice. Rather, we consider the nuance of her values, in the ways she values them. She desires the intimacy of her relationship to the particular place she lives, education that comes from direct experience in nature. Yet, she also desires a college degree, learning more about environmental science, and wants to join new communities. She wants to pursue a life-path that upholds or realizes her beliefs about what education, community, and justice, mean to her. This is all in service of given her long term goals. 
When we up-take Sarah’s POV, we put aside our own preferences, or what we want Sarah to do. We put aside our generalist understanding of values. And we put aside our subjective values. We may have a strong bias to value higher education over non-academic was of learning. If we cannot put aside our generalist understanding of values, and to the extent is possible, our own subjective preferences on what we hope for Sarah, we fail to understand her POV. But if we can put those things aside, then it is clear why Sarah, or anyone in her position with her beliefs, desires, goals, and preferences, sees leaving home as both a loss, and a gain.  
L.A. Paul (2021) would describe Sarah’s epistemic perspective as becoming clearer to us if we realize that Sarah staying in her community is only one way for her to flourish. Both options seem to lead to a sufficient expression of Sarah’s uniquely subjective values. So, there is something it is like for Sarah to want, believe, act, and consider these options. There is a unique way Sarah relates to more general values shared by society, like education, or environmental justice. Sarah has the proper agential constitution rendering her an autonomous agent, capable of choosing.  
If we understand empathy as the practice of evaluating an agent’s epistemic POV, then, that entity must be capable of having the kinds of goals, epistemic states, or potential flourishing conditions we can imagine relating to.  To empathize, we do not have to approve of some other’s way of being, thinking, or acting (See Adam Smith for this classical position). Rather, we render another agent’s POV as ‘intelligible’ upon cognitive reflection (Bailey, 2022). Sarah’s POV can be made sensible to us upon logical reflection.
Though Sarah has (seemingly) competing desires, she does not hold contradictory beliefs about the future she wants. However, the goal on this view of epistemic empathizing is not to evaluate Sarah’s rationality. Rather, we want see Sarah reasons, and we just want to understand.  So, we want to understand how her values, needs, interests, and desires align with her goals. When we do, we learn what it means for Sarah to flourish. We can support her interests. There is nothing it is like to do this with GPT.

2.2. We Cannot Consider GPT’s Preferences, Interests, Needs, nor Desires
Now, I ask: if it is the case that cognitively empathizing with other agents requires looking at how their beliefs and desires support their goal to flourish—can we take up GPT’s POV? This is not an exercise I can conceivably do with GPT. For any agent I cognitively perspective take with, it requires that agent has something like a relative weight assigned to each of their individual values. Empathizing requires generating an explanation of an agent’s uniquely weighted preferences. Can we do this with GPT? It seems intuitive that GPT has no agent-relative values of the sort to consider. Paul’s (2014) account maintains that:
Values of experiences [are] values that do not reduce to anything else: they are primitive and they are not merely values of pleasure and pain. Instead, the values are widely variable, intrinsic, complex, and grounded by cognitive phenomenology. So such values, as I shall understand them, are values that can be grounded by more than merely qualitative or sensory characters, as they may also arise from nonsensory phenomenological features of experiences, especially rich, developed experiences that embed a range of mental states, including beliefs, emotions, and desires. 
GPT cannot desire anything contrary to its function. Though it can err and hallucinate, GPT cannot make mistakes about how to reach its intended ends, of which it has none. GPT doesn’t desire things outside of what is ‘good’ for it, since there’s nothing it wants. GPT has no sense of what is right, just, or preferable. GPT also does not try something for the sake of learning—and in the strict sense, it cannot learn anything new from further linguistic input; it GPT had the ability to integrate different sense modalities and form evaluative judgements, or had the basically ability to query the world on its own, goal-directly, then, there would be something that its like for GPT to have subjective values. GPT doesn’t take chances, value change, spontaneity, nor autonomy (Paul, 2014): 
Subjective values, grounded by what it is like to have lived experiences, are first-personal values that can range from the value of hearing beautiful music, to the value of tasting a ripe peach, to the value of adopting a new sense of self as a consequence of a major life event.
In all cases, when thinking and acting as autonomous agents, we are making evaluations. Pollock (2006) makes the case that, we can formalize the structure of an autonomous agent. Autonomous agents must be capable of ‘state liking,’ or capable of exhibiting tendencies to be in some preferential state. This capacity for expressing preferences depends on both innate and learned preferences of some system. However, the learned tendencies of GPT are not preferences that are independently goal driven. Rather, GPT interprets the statistical correlations between words, phrases, and linguistic structures based on words in the prompt and its initial linguistic training set. The sentences GPT tokens are not reflective of its own preference. If GPT has preferential states, its not clear that these preferences would be reflected in its emergent linguistic behavior. But perhaps, there’s something about its seeming linguistic competency that causes us to think it could achieve semantic competency—such that—the sentences that GPT produces are representations that demonstrate it really understands word meaning.
Millière and Buckner (2024) provide an important distinction regarding what grounds semantic competence: referentiality and inferentiality. The referential aspect would be, as the authors note, the external world or the set of objects we could reference, whilst the inferential aspect refers to the ability to create connections between words and their definitions. The jury is certainly out on whether GPT has a model of the world- but given that it only has at best an associationist style link between groupings of words or phrases, this associationist schema is not strong enough to count as a world model. If GPT had a world model, it would: “explicitly encapsulate the knowledge of the environment through constructing an internal representation that mirrors external realities. […] with a reliable world model, an agent can discern the laws governing its environment through minimal direct interactions” (Ge et al. 2024). There have been some attempts to determine if GPT has something like a world model, or a representation of the external world. The Othello Hypothesis (OH) (see Yuan, 2025) is seemingly a popular bench mark for evaluating whether LLMs have internal representations that map, homomorphically, to the external world[footnoteRef:4].  [4:  I had a whole section here on why I think the hypothesis fails, but the paper is already too long; let me know if this is an area I should address. ] 

 While LLMs are good at mimicking or parroting human linguistic behaviors by attending to the weighted values of words and word parts in ways that mimic the structure of human language, this does not entail GPT is engaging in relational reasoning between the rules, objectives, and physical locations of objects on a board. This is to say, if GPT succeeds at predicting the most optimal moves in Othello that any human being could make, then, it does not do so because when it reasons about the game, it generates an emergent causal model of the rules, the board, the pieces, and the relationships between these objects in space. GPT is in the business of tokening the next word in vector space that is statistically correlated with words in the prompt and the rules of the game. This is different than GPT having relational concepts about external world objects and subsequent inner representations of some micro or macro world. 
Relational reasoning requires the ability to take up a two-place argument like: R (x, y) ≡ x < y. Here, let the relation R be ‘is more beautiful than.’ In this case, x is a flower and y is gold, and so, the statement, ‘This flower is more beautiful than this piece of gold,’ is true; but the statement, ‘This piece of gold is more beautiful than this flower,’ is false. GPT can mimic this kind of behavior, but it doesn’t hold water in its ability to reason as such—and, often applies the wrong mimicked schema to a seemingly similar class of problems.
Titus (2024) argues the relatedness between the co-occurrence of words is an ‘important property’ of linguistic competency; yet, merely recognizing the probability of the co- occurrences of words cannot ensure that an agent has any (robust) semantic understanding of those words and concepts: “For example, it [recognizing a co-occurrence of words] does not entail that internal representations are appropriately causally connected to the features they purportedly represent” (emphasis mine). I can know, for example, that the term chlorophyll is likely to co-occur with the term photosynthesis. But if I do not know the causal connection between leaves changing color and related process of photosynthesis, but rather only, the statistical likelihood the terms chlorophyl and photosynthesis show up together, it seems obvious I do not have semantic understanding of any account of how leaves change color in fall. 
For GPT to have semantic understanding of concepts, GPT needs to understand the causal connections between words and ideas. For example, we know that care is causally related to love because we understand that care brings about love. GPT can token phrases that state love relates care because care and love share definitional features and often show up together in texts. GPT cannot understand deep relational reasoning about concepts. Learning relational concepts, like equality, requires a complex understanding of value; in a simplistic way, it requires knowing that X relates Y. But GPT cannot do relational reasoning of the sort required to know that X relates Y. GPT cannot understand equality, given it lacks agent-relative values that position it to know what it means for some states of affairs to be equitable, for either itself, or others. So GPT cannot understand relational values i.e. equality requires understanding one’s relation to others. 
Thus, GPT lacks the fundamental capacity for engaging in evaluative style cognition. Evaluative cognition in agents and systems can be explained in reductive terms. I borrow from Pollock (2006) the core of what evaluative style cognition entails that an agent has goal-directed aims based on what that agent values: “the aim of the agent is to achieve the things it values, like democracy, friendship, and ice-cream. The system (cognitive system) achieves its end by getting the agent to value these things.” Since there is nothing GPT values, it cannot pursue things autonomously, independently, nor for the sake of epistemic truth, correctness, nor understanding. It has no unique aims outside of queries we input. And though is has no kind of preference nor desires that are aimed achieving or realizing a set of values, it seems to be able to track our mental states, beliefs, desires, and epistemic aims. Perhaps, if GPT has a theory of mind, there is something it understands about us, that would count as it having a POV. 
Theory of mind (TOM) is the ability to track others mental states—particularly, their feelings, desires, goals, and beliefs (Baron-Cohen, 2011). GPT 30, 3.5, and 4.0 can pass some at least some theory of mind tests (Holterman et al., 2023), including the classic false belief tests. Yet, arguably, GPT does not have ‘epistemic like states’ that map onto human epistemic states in the right sorts of ways that count as taking-up perspective (Millière & Buckner, 2024). However, GPT can pass classic false-belief tasks in ways that cause us to wonder: does this count as having a theory of mind?  For a moment, let’s grant that GPT can empathize with us, cognitively, such that it relevantly tracks our mental states.[footnoteRef:5] If this were true, we could say that GPT can model our thoughts and infer our mental states in ways that the ToM task was intended to be sensitive to. The next section will entirely entertain this possibility, given our best understanding in the developmental and empirical literature regarding what counts as having a ToM.  [5:  The false belief task goes like this: Jill is in the room and sees Jimmy put an apple under the cup. Jill leaves the room, and Jimmy moves the apple under the bowl. We watch as Jimmy moves the apple. When we ask participants where will Jill look for her apple, they should say ‘under the cup.’ We are tracking Jill’s beliefs, and not just facts about where the apple is in space. GPT can report Jill will look under the cup.] 

Upfront, I am going to demonstrate why there are no social norms that GPT and I (nor GPT and other human-beings) could share, nor any beliefs both GPT and human-beings could mutually hold, such that we can say that GPT and I understand each other. And, more precisely, since GPT has no attitudinal stance toward any sentence, nor any values it cares about at bottom, such that we might be able to share mutually normative definitions of words. GPT can recognize, associatively, some of the necessary features between words for semantic understanding, but nothing sufficient. From demonstrating that these claims hold water, I’ll show that there is nothing it is like for you or I to share in a belief, and more robustly, a point of view on the world. 

3. The Failure of ‘The Argument from Cognitive Empathy’ 
ChatGPT has no substantive beliefs about the world or itself. Given that GPT has no semantic evaluation of any sentence as being true or false, and takes no attitude toward any proposition, then there is no way for me to evaluate whether its beliefs, or desires, cohere with any given picture of the world. So there’s nothing it’s like for me to share a belief with GPT about the world. And there’s nothing it’s like for me to evaluate, adopt, or imagine it’s cognitive point of view. The argument runs like this: 
Failure of the Argument from Cognitive Empathy 
1. ChatGPT has no substantive beliefs about the world or itself, given that GPT has no semantic evaluation of any sentence, represented as a proposition, that it outputs.
2. Therefore, I cannot empathize with GPT on the basis that I either share or understand its beliefs.
3. So, I cannot cognitively empathize with ChatGPT. 
Cognitive empathy is the mechanism for understanding (directly inferring, automatically, or reflectively) another agent’s beliefs, desires, goals, and or identifying their emotional attitudes. Whether we define cognitive-empathy as approving of another’s epistemic POV, or merely evaluating their POV, we cannot empathize with GPT on grounds it lacks an epistemic life. GPT might be able to predict how a human being would respond to a false belief task, and report what a person might report; but GPT fails at complicated social reasoning tasks where it must consider social beliefs and more complex norms. I use a version of the popular bank-teller style vignette: 
Linda Case: Linda is thirty-one years old, single, outspoken, and very bright. She majored in philosophy. As a student, she was deeply concerned with issues of discrimination and social justice, and also participated in antinuclear demonstrations (qtd. In Titus 2024). 
As Titus maintains, most people presented with the above vignette deduce that Linda is not just a philosophy student, but additionally, she is likely to be a feminist philosopher. This is because people have background beliefs, or biases, about what features or qualities feminists have. Given the kinds of beliefs people think are entailed by being a feminist, namely, beliefs that feminists tend to share, coupled with the kinds of qualities or features people who care about issues of discrimination and environmentalism share, we assume Lisa is both a philosopher and also a feminist. 
Titus notes that GPT’s rendering of semantic content, in the Linda case, is not really a kind of sense making in the typical way that we understand sense making. Sense making requires integrating facts alongside the inferences we tend to make about social norms, like being a feminist. Being a ‘philosopher’ and or being a ‘feminist’ are words likely to co-occur in GPT’s output in an explanation of Linda, because statistically, given the content of prompt, those words both show up in the prompt, concurrently. 
While human beings make assumptions based on background beliefs about what features or qualities feminists have (Titus, 2024), and so make biased mistakes, or biases that sometimes result in making a correct inference, GPT cannot make these kinds of errors or correct inferences based on relevant evidence. This is a bug of GPT, not a feature, given that, what we take to be a perspective on the world is picture of what someone believes, thinks or knows, considering the evidence they must draw some conclusion. 
Bias, as stated, often has negative consequences for our normative judgments. But biases, in terms of what we mean in cognition and computational systems, are also weightings that relate to perceived evidence. Sometimes, biases (constraints or tendencies of cognition) help produce accurate results; for example, knowing that sad people would prefer to be relieved of their sadness is not necessarily guaranteed to be true in all cases. Yet, this is a good enough prediction to make, given what we know about how sadness tends operates in the human psyche—since pain is a (often) a reason that drives individuals to desire to be relieved of it, I can use heuristics to reliably bring about the conclusion that for any sad person there is, they prefer not to be. Though GPT has demonstrated similar behaviors that look like background belief-bias in social situations, it still fails to employ similar heuristics in cases where it might be appropriate. Particularly, in the case of theory of mind tasks where GPT is tasked with determining cases of social faux paux (See Strachan); in such cases, GPT cannot make sense of the fact that an agent who makes a rude statement either intended to or did not intent. Pace Strachan, this is precisely because GPT is not able to entertain the likelihood that someone intended to do something for socially normative reasons; this is to say “GPT models can propose the correct answer (a faux pas) as one among several possible alternatives but do not rank these alternatives in terms of likelihood” (Strachan, 2024). This demonstrates, yet again, that past and current models (4.0 and 5.1), do not assign weight to the probability that some entire proposition is likely true or false—but only sets of words or phrases that are likely.
Ultimately, GPT lacks semantic understanding of normative concepts, and beliefs about individuals, and so cannot make social judgments—since the judgments it makes do not arise from any biases based on learning or making new connections between ideas (i.e. sad people desire not to be sad)—rather GPT makes new connections based on statistical likelihoods of word frequency and the co-occurrence of terms. Anticipating an objection, I treat whether the reports GPT makes when queried, are a sort of dispositional style belief. There are beliefs that you and I hold that we are not aware of just in case the right circumstances arise, but if they did, we would be prepare to either act on them or report them. I now demonstrate how GPT fails this measure of belief.

3.1. Ruling out GPT as a Dispositionalist Believer 
An agent or system has a dispositional belief just in case that system is always prepared to act on that belief. We might say that GPT has dispositional beliefs just in case it consistently provides the same answer to a given query. For example, GPT reliably ‘reports’ that the capital of France is Paris. In a more complex case, GPT might report that most people believe love is a valuable social norm. For the sake of argument, we can assume GPT typically generates responses that are consistent—even if slightly varied across instances of being queried by individual users. Randomness is purposely introduced into the system so that it sounds more human-like (Peeperkorn et al., 2024). Yet, GPT typically gives the same answers to a given prompt. Every time GPT is queried whether Linda, from the classic case, is a feminist philosopher or simply a philosopher, it will be prepared to offer the same response. But this consistency does not amount to dispositional belief. It is tempting to say that GPT believes that Linda is a feminist philosopher, since GPT always reports this correlation when queried. I think Schwitzgebel’s (2002) conception of dispositionalist belief (DB), from a pragmatist bent, elucidates an important reason to believe GPT does not have DB: 
To really, fully believe that women are intellectually equal requires more than simply readiness to say they are. It requires not being surprised when a women makes an intelligent remark. It requires treating the women you encounter as if they are just as smart as men in the same circumstances. [...], to really believe that your children's happiness is more important than their academic success it's insufficient to be disposed to say that is the case; you must also to live that way.
So, the pragmatic dispositionalist about beliefs can defensibly maintain that for GPT to believe Linda is a feminist, requires more than GPT responding uniformly and consistently each time it is queried. Even if it reports ‘Linda is a feminist’ consistently, this does not mean GPT believes that P. Any agent or system must demonstrate further or at least related behaviors that align with its ‘believing’ or ‘knowing’ Linda is feminist. In this case, let’s imagine I tell GPT: ‘Lisa is a woman on Mars. Women on Mars report that they aren’t treated fairly, socioeconomically, and there are feminist movements combating this issue, of which Linda is an active participant.’ This kind of evidence might cause the average person to think about what kinds of bias or issues of inequity Linda faces at her job, and what other kinds of inequities are entailed by this. 
If we believe Linda’s Martian testimony, we will be prepared to treat our women colleagues on Mars intentionally, in equitable ways. Since our background beliefs change because of other beliefs we form, or adopt, we would expect that GPT’s learning this fact about Linda would affect its other dispositional behaviors, downstream. But this is not the case. So, the only way GPT could count as a dispositional believer is if it is the kind of agent that holds a set of unrelated dispositions it is prepared to act on just in case it tokens a response that is properly related to the output. 
Since GPT does not learn in real time, and its context window is ephemeral, or at the least, not infinite, we cannot update GPT’s background ‘beliefs’ or the way it connects some words and phrases to others, until we retrain it again entirely; in such case, this would be a new model of GPT, one that has commitments to basic propositions and norms. 
This view of dispositionalist belief rules out GPT as a believer, and further supports Titus’ claim (2024) that the output of GPT only reflects the most probable co-occurrence of words that correspond to the prompt. Precisely because GPT cannot model the causal relationships between words like ‘feminist’ and ‘philosopher,’ GPT lacks the capacity to form dispositional beliefs, since there is nothing that GPT causally links to Linda’s being a philosopher and ascribing to norms related to social justice that makes her more or less likely to be a feminist. 
While GPT selects a subset of words representing a generalization of what most people might incidentally (or even wrongly) believe, GPT itself lacks the relevant subjective biases required for having beliefs, and evaluative concepts about the world. We, of course, share the belief that those who major in philosophy and aim toward justice would be more likely to be a feminist; even if the evidence is not enough to draw the conclusion that she is in fact a feminist, we are related to the epistemic evidence in such a way that, were we to know that Linda cares about justice and philosophical reasoning, we make the causal inference that she is likely to be a feminist. If our aim is to take up the perspective of GPT, then, we would need to know what kind of causal inferences that GPT is prepared to make, act on, and or infer. 
While we have semantic understanding of the causal relations that GPT tokens, GPT, as I have argued earlier, this does not entail GPT has semantic understanding of the relations between concepts. So, there is nothing it is like to share a dispositional belief with GPT, nor can we share any causal judgments with GPT. Ultimately, GPT is not disposed to believe anything, nor can it infer causal relationships based on either direct or indirect observation. To understand why this is important in determining whether GPT can be empathized with, or whether we can take up its perspective, we must understand what it is that we do as human beings when we consider other’s point of view. 
Our cognitive perspective-taking accounts of empathy require that when we infer others’ mental states, we are in the business of inferring their perceptions and background beliefs, through their words, behaviors, and ways of interacting with us and the environment. What would it mean to say ‘we can imagine what it is like for GPT to believe that Linda is a feminist?’ 
GPT at best only has a generalist POV. GPT has no way to articulate individualistic beliefs. Perhaps, by chance, it produces a representation of a collective attitude (what most people think), or by chance, produces a representation similar to a sub-groups collective attitudes (what some feminists might think). But it cannot choose to adopt or reject these views, nor value one view over another as more socially, morally, nor logically coherent. This is because GPT lacks the ability to make evidentially supported decisions based on relevant epistemic evidence, and so it cannot adopt any of such belief, or any ideology or theory in total. 
At base, human agents have the epistemic capacity to change their minds considering relevant evidence. But GPT could not be prepared to do this. For this reason, GPT holds no epistemic perspective that we could imagine adopting. A POV that an agent has, when we adopt it, helps us to understand what that agent is prepared to think, behave, believe, or desire. But GPT thinks, believes, behaves or desires for nothing. If you ask GPT if it ‘thinks love is a good value,’ it will tell you what most people say about love, denying it has personal preferential commitments: 
I don't have personal preferences or emotions, but I can say that love tends to have a more positive impact on individuals and society than hate. Love fosters connection, empathy, understanding, and growth, while hate often leads to division, conflict, and harm. People often thrive in environments where love, kindness, and cooperation prevail, making it a more constructive force for well-being and progress. (GPT 4o) 
GPT’s Response to “Do you think that love is a good value?” 
I take it that some might object that, since GPT is trained to say that it has no evaluative or epistemic states, it might be hard-coded against telling us the truth. Using this logic, we could dismiss this response as evidentiary support that it lacks such states. While GPT appears to be able to report what most people might think about social justice, love, or feminism, it has no epistemic commitments, nor any values at all that would cause it believe that love is better than hate. Overall, GPT cannot aim at truth about normative concepts, nor understanding about normative concepts, and it lacks preferences and desires to achieve any normative or epistemic aim over another. GPT’s goal is to predict the next likely word or set of words, given the content of our prompt. Any normative content that arises in response to our prompt does not come from normative evaluations that the system itself considers. 

4. What is a POV and Why GPT Lacks a POV 
A POV is not a snapshot from a film. A POV is a subjectively unique and dynamic lens an agent has on the world; it is 1) unified, 2) internally-coherent, and 3) dynamic. A POV is dynamic in that the POV is sensitive to the world. Imagine an agent, Alice. Alice has goals (aims), and a subjectively-coherent outlook on the world (beliefs, desires, and values). Alice’s POV is dynamic, since Alice’s beliefs, desires, goals, and concepts are sensitive to the world, and are based on their experiences. Alice’s aims, beliefs, goals and values determine how Alice perceives and interacts with the world and other entities in it. This information tells us how Alice might think, behave, and update their beliefs, goals, and values and preferences. While we can predict how Alice might act with respect to relevant epistemic evidence (new experiences, new information), GPT has no experience, no robust concepts, and no subjective preferences nor goals; so GPT lacks a POV for us to empathize with. 

5. Conclusion: Why Do We Feel We Empathize with GPT 
Standard accounts of empathy require that some psychological perspective-taking capacities be in place for us to successfully empathize with other agents (trait level empathy). When empathizing, these capacities must be expressed when empathizing with others (state-level empathy). Because some core perspective-taking mechanisms are activated when engaging GPT, we feel we are empathizing with GPT. 
When something out in the world seems agential, we perceive it as having goals (Premack, 1995). In example, if a moving box, aiming toward a target on a screen seems goal-directed, even young children automatically ascribe it agency and goal-directedness (Luo & Baillargeon 2005). Empirical evidence suggests that the more human-like an agent is, the more likely we are to try and perspective-take. Traits like human-like physical features (Zhao & Malle, 2022) and perceived emotional intelligence can cue our perspective taking responses to AI. Though ChatGPT is not embodied, so lacks physical traits, it outperforms humans on emotional awareness tests (Elyoseph et al., 2023), and can pass complex theory of mind tests (Holterman et al., 2023). Contemporary work on mind perception and agential attribution (Wiese et al., 2022) suggests that traits like: competency, goal-directedness, and predictability are sufficient features for people to attribute something an ‘intelligent’ mind. We also tend to see embodiment and organic features as useful for agential attribution, even if they are not necessary. Once we attribute some entity agency and basic intelligence, we further infer that agent has some POV. 
When interacting with agents in the world, we aim to predict, explain, and understand their thoughts and behaviors for practical and moral reasons. Practically, engaging with other agents in ways fitting to their capacities, needs, and interests, requires understanding their POV. Empathizing for morally motivated reasons, enables understanding others in service of meeting their needs, fulfilling their desires, and or helping them achieve goals. So, practically, empathizing serves a functional role, even in our absence of wanting to help others. Practically we must classify ‘what’ kind of agent we are interacting with. This knowledge informs how we ought to proceed interacting with others. To do so, we apply mental schemas or models of mind. Sometimes, there is a psychologically salient incongruence between the mind-schemas activated when engaging with chatbots, versus the schemas activated when engaging human agents. According Guinrich et al. (2024): 
People may be adhering to a perceived social norm when they categorize social AI as machinelike rather than humanlike. It is possible that people explicitly place AI into a separate category from people, while the implicit schemas activated during interaction contradict this separation. The uneasy feeling from the uncanny valley effect may be a product of people switching between ascribing congruent mind schemas to the agent in one moment and incongruent ones in the next.
The schemas we apply when empathizing require a sufficient mapping between our representation of what constitutes another’s POV and some agent or entities ‘computational’ states. When this schema breaks, the mapping fails, and we cannot empathize. We become distracted by the poverty of the relevant features and concepts we were previously operating on to make sense of and or properly track that entities’ POV. Showing where the schema breaks down with GPT tells us something important about the relevant psychological processes required for empathy, and points toward a method for determining other agents we cannot empathize with, given this same schematic break down. 

5.1. Conclusion: Motivation to Empathize with Chatbots is Embedded in Our Psychology 
In ‘trying’ to empathize with GPT, we express our individual and collective commitments to social, moral, intellectual, and practical values. We aim to determine what kind of agent we’re dealing with, treating them in ways reflecting their agential status. Attempting to empathize with GPT expresses ours sociopsychological dispositions and capacities at work, trying to understand another entity’s POV. Human-beings are naturally social inquirers; we explore questions with other people and agents. We share similar concepts of value, intellectual virtues, and practical aims in our conversation with others such as: arriving truth, curiosity, creativity and intellectual reasoning; even if our subjective values differ, we have the same schema of understanding. When querying GPT, we seek answers. This kind of conversational-style inquiry models our engagement with our epistemic peers. We ask questions, generate ideas, and reason together, through conversation. Through collaborative inquiry, we gain a deeper understanding of the world and others’ subjective values and personal aims. Contrastingly, when collaborating with GPT, though we can learn something new about the world, we cannot grasp a deeper understanding of another agents’ POV. 
GPT lacks the typical epistemic relation other epistemic agents bear to evidence about the natural world; it has no substantial belief-like states, nor epistemic commitments to some proposition being true or false. This is because GPT has no self-referential POV. So, taking up GPTs perspective is really like trying to find an objective stance to evaluate, adopt, and consider. We determine whether the output of GPT reflects a POV that we could endorse as our own, or reject—but there is no subjective POV that GPT itself maintains. Driven by our inclination to inquire and realize our own values and interest-- intellectually, morally, and socially-- we ask. 
GPT to meet our own needs—provide us with answers, ideas, and ways to model arguments. Though our proclivity to perspective-take with entities we perceive as agential, makes it easy to project onto GPT a POV, GPT’s POV does not exist independent of our projection. The values and epistemic states we impose on GPT mirror our own. 
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